GPGPU

[lapanenHo nporpamupaHe



OCHOBHM TEPMUHMU

® Host

KomnioTbpHaTa cuctema cbabpxauwa GPU-T1o
OtHacsa ce no CPU-1o0 + RAM nameTTa KbM AbHHATa nnaTka

® Device

Buoeo kaptatal/Yckoputens

® Global memory/Device memory

[lameTTa Ha BUOEO KapTaTa

® Multiprocessor

SIMD enemeHT

® Compute capability

"XapayepHa" Bepcus Ha rpadpuyHus npouecop (Tesla apxutektypata 2.0)



CUDA nporpama

® CUDA nporpamaTta 06UKHOBEHO €
opraHusmnpaHa KaTto

O Host nporpama ( PC cuctemara, cbabpxalla BUOEO KapTaTa, Ha
KOSATO ce CcTapTupa nporpamara ce Hapuda Host). INpun To3n mogen
Host-a KOHTponupa nocriegoBaTeNHOCTTa Ha U3MbJIHEHME Ha
nporpamaTta u ynpaengasa obmeHa Ha nHdopmaumsa ot/kbm GPU.

O EpgHo vnun Hakokno agpa (kernels) craptnpanun Ha GPU. NporpamaTta
CbAbpKa Kofa KOMTO MOXeE [a Cce U3MbIIHM NapanesnHo, ¢ KoeT 0 aa
CE YCKOPAT N3yuncrneHmnaTa.



CUDA nporpama

¢ |_|pOI'paMeH Mozer, n3norf3Ball, YCKOPpUTESn
(accelerators)
[Mpun T03n mogen CPU un GPU ca B Master-Slave pexum
O CPU=master
O GPU=slave.

O CPU n GPU morat ga pabotar Hesasncumo eguH ot apyr, Ho CPU
nma koHTpors. OcbLlecTBsaBa ce napanennsdbm mexay CPU n GPU |
3a KOETO e Heobxoanuma CUHXPOHM3aUMS.



Cb3pnaBsaHe Ha GPU kop

Cb3aaBaHe Ha A4po

Upes nobaesHe Ha cneundmkatopa _ global B Aeknapauusita Ha dyHKumdATa , ce cb3gasa CUDA sapo
(kernel), koeTo moxe aa 6bae n3BMKaHo 3a M3NbrHeHMe OT host-a. XapakTepHo 3a saparta e, Ye TUNbT Ha BpblLyaHa
CTOMHOCT € void :

void __global__ eval(float* a,float b,float* c,int size);

Cb3paBaHe Ha pyHKUMA 3a ycTpouctBo (device function)

CneuudukatopbT __device_ ykasBa , Ye pyHKUMATA MOXe Aa Obae n3BukaHa ot yctponcteo. OcobeHOoCT npu
Te3n pyHKLMM e, Ye He moraT Aa 6baaT PeKypPCUBHW.

__device__ float Max(float x, float y);

OOGMKHOBEHMU (pYHKLMM

Bucukm octaHanu pyHKLMM ( KOUTO HAMAT FOpHUTE CcneundguKkaTopn) ce KOMNUIMPaT KaTo KoA 3a U3NbfHEHWE OT
host-a.



N3BukBaHe Ha CUDA kernel

Anpo moxe ga 6bae U3BMKaAHO KaTo BCsKa eaHa YHKUMSA B KoAa, U3MbrHABaAH

oT host-a. MN3ucksa ce KOHUrypmpaHe Ha U3NbIHEHNETO, KOETO ce 3aJaBa
B <<<>>> |

VectorSum<<<gridSize, blockSize>>>(InputA, inputB, output, size);

3BMKBAHETO Ha si4pa € aCUHXPOHHO, N3BMKBAHETO Ha OYHKLINS
BpblLla ynpaBneHneTo BegHara, npeau U3nbfIHEHMETO Ha YCTPOMCTBOTO Aa
e 3aBbpmnsio. cudaDeviceSynchronize() moxe ga ce nsnosnasea 3a
n34yakBaHe Ha OCTaHanuTe a4pa Aa NPUKNYaT CBOETO U3NbIIHEHME.



KoHdurypupaHe Ha UsnbrIHEHUETo
Ha A4po

<<<gridSize, blockSize>>>
Block of threads - 6nok oT NOrM4YecKn HULKK, KOUTO Ce U3NBbIIHABAT €AHOBPEMEHHO
(SIMT) n ce pasnpenenaT Ha pasnUYHUTE CKanapHU NPoLecopu B paMKUTE Ha eanH
myntunpouecop (MP —Multi Processor).

Grid of blocks — macuB oT 6110kOBe, BCEKU OT KOUTO Ce U3NbIHABA HE3aBUCUMOEUNH OT
Apyr, B nocrnegoBarteneH(CepMnHo) nnn napaneneH pexum. Pasnpenensr ce mexay pasnuyHu
mynTunpouecopu (MPs).

I'Ipm M3BUKBaHE Ha A4pO (VI3BI/IKBaHe Ha d)yHKLI,I/IFI) BCUYKN HULLIKN, BbB BCUYKM BOKOBE,
napanenHo n3nbliHABaT €4Ha U Cblla d)yHKLI,I/IFI.

PaswupeH cuHTakcuc 3a KoHurypupaHe

dim3 blockSize(16,8,4); // 06wo 512 HUWKKM 3a egnH BNok
dim3 gridSize(64,32); //o6wo 2048 6noka, CbabpXKaLiy TOrMYECKN HALLKA
MyKernel<<<gridSize, blockSize>>>();

Huwkute B GnokoBeTe morat Aa 6baaT opraHusvMpaH B €4HO ,ABY UMW TPU U3MEPEHUS.
Mo nogpasbupaHe pasmepbT Ha KOHKPETHOTO U3MEPEHME ce nHuuuanusmpa ¢ 1.



N3BnnyaHe Ha nHdopmaLua 3a
HULWIKA/ONoK

threadldx.x(threadldx.y, threadldx.z) // nHOekc Ha aTasn HULLKA B CbOTBETHUS
6roka

blockDim.x(blockDim.y,blockDim.z) // 6pon Ha HULWWKNTE B €auH 6ok
blockldx.x(blockldx.y,blockldx.z) /| nHOoekc Ha B6rioka, OT KOUTO € HMLIKaTa
gridDim.x(gridDim.y,gridDim.z) // 6pon Ha 6riokoBeTe B rpuaa



OrpaHu4yeHun

MakcumaneH 6pon HUWwkK B Bnok — 1024
blockDim.x*blockDim.y*blockDim.z <1024

MakcumaneH 6pon HULWKK B Z- U3MepeHne — 64
blockDim.z <64

MakcumanHa ronemmHa Ha uamepeHusita Ha 6rnokoBeTe:
-Fermi: 65535 BB BCUYKM N3MEPEHUS
gridDim.x < 65535, gridDim.y < 65535, gridDim.z < 65535
-Kepler: 2147483647 3a Xx- namepeHue, 65535 3a y,z- uUsmMepeHus
gridDim.x < 2147483647, gridDim.y < 65535, gridDim.z < 65535



KomnunupaHe Ha Koga

® Ha knbcTepa nma nHctanupanu pasnuyHm komnunatopu 3a CUDA, C,
C++, Java u Fortran.

o nvcc — komnunartop 3a CUDA.

[students@FKSU1207-2 ~]J$nvce <Copc kodose> —0 <ume Ha U3XOOHUS
aun>
O gt++-GNU GCC C++
o gcc-GNUGCCC
® WanbnHeHne Ha CUDA npunoxeHus

[students@FKSU120711s ~|$ ./<executable> <input parameters>



OpraHunsauusa Ha ynpaXHeHUATa

® [pepoctaBeHn ca kogose Ha nporpamu 3a CPU, Hanpumep
exercise0l_cpu.c

® Heobxoaoumo e Te3n Kogose ga ce moauduumpart, Taka Ye aa usnonssart
GPU.

® B nankarta solutions ca pelueHusTa (kogosete moanduLmnpaHun 3a aa
nanonseat GPU, Hanpumep exercise01_solution.cu) 0o KOUTO CTyAEHTUTE
ce onuTBaT Aa AOCTUrHaAT CaMOCTOATENHO.



YnpaxHeHue 1- cepumHoO
nanbnHeHue Ha pyHkuma ot GPU

exercise0l solution.cu

3agada- ckanapHo YMHOXeHWe Ha BEKTOp. M3uncneHusTa ga ce
n3sbpwiat ot GPU, nsnonasankm camo eHa HULLIKa 1 eanH Bok.

[NlocnenoBaTenHOCT OT CTBbIMKU:

- 3agensiHa Ha namMmeT 3a MacuB(BEKTOP) B NameTTa Ha YCTPOMUCTBOTO C
cudaMalloc() n 3agenaHa Ha namMeT 3a macmBa(BeKTOpa) OT NnameTTa Ha
host-a ¢ cudaMallocHost()

- KonupaHe Ha BxogHusa BekTop B nametTa Ha GPU ¢ cudaMemcpy

- N3BukBaHe Ha sapoTo c gridSize=1 u blockSize=1 — kaTto aprymeHT
nogaBame agpeca Ha nameTTa Ha YCTPOUCTBOTO

- KonnpaHe Ha pe3synTtata obpaTHO B nameTTa Ha host-a, upes
cudaMemcpy



YnpaxHeHue 2 — napanernHo
nanbnHeHue Ha pyHkuma ot GPU

exercise02_a solution.cu

3agada- ckanapHo YMHOXeHWe Ha BEKTOp. N3uncneHusta ga ce
nssbpiat ot GPU, nsnonssankm MHOXeECTBO HULLKN U MHOXECTBO
BbnokoBe, HeEODXOAMMK 3a NapenenHn N34YNCIEHNS.

N3nonseaHe Ha threadldx.x, blockDim.x, blockldx.x un gridDim.x ,
3a Ja ce onpenenu 3a Bcska HULLIKA, KOW efleMeHT OT MacuBa ga
obpaboTaa.

void _ global  eval(float* a,float b,float* c,int size)

{
for(int i=threadldx.x+blockldx.x*blockDim.x; i<size; i+=blockDim.x*gridDim.x)
{
c[i]=a[i]*b;
}



YnpaxHeHue 2 lonbNHUTENHO
ycrnoBue

exercise02_ b _advanced_ solution.cu

B aapoTto He ce nanonaea for uMKb, a BMECTO TOBa ce 3aJaBaT
ronemm pasmepu Ha 6rnokoBeTe B 3aBMCUMOCT OT pasMepa Ha BeKTopa.

void _ global  eval(float* a,float b,float* c,int size)
{

int index=threadldx.x+blockldx.x*blockDim.x;
if(index<size)

{

c[index]=a[index]*b;



YnpaxHeHue 3 — cyMmupaHe Ha
BEKTOpPMU

exercise03_solution.cu

KomnunupanTte npumepa 3a cymmpaHe Ha BEKTOPU U nacriegBamnte
pasnuKknTe B NpomnssoauTenHocTTa( 6bp304encTBNETO) NPU pasnmUyHn
pa3mMepu Ha block/grid. Kosi e ontumanHarta koHdurypauma? B kakbe
obxBaTt Ha pa3mepuTte Ha block/grid ce noctura gobpa nponssogmnTENHOCT (
70 GB/s 3aT10n 80 GB/s npu Fermi)?

void _ global _ VectorSum(float* a,float* b,float* c,int size)

{
for(int i=threadldx.x+blockldx.x*blockDim.x; i<size;
I+=blockDim.x*gridDim.x)
{
c[i]=a[i]+Dbli];
}



YnpaxHeHune 4 — mognpumkaymm Ha
yrpaxHeHue 3

exercise04 a solution.cu

[loGaBeo e oTMecTBaHe Ha BXOOHUS BEKTOP , C KOETO He ce 0bBbp3Ba
C Ha4dmnHa no komto cudaMalloc() BpbLia perMoHnTe Ha NnameTTa.

cudaVerify(cudaMalloc((void**)&vector_a_gpu_alloc,(vector_size+offset_a)*siz
eof(float)));

cudaVerify(cudaMalloc((void**)&vector_b_gpu_alloc,(vector_size+offset_b)*siz
eof(float)));

cudaVerify(cudaMalloc((void**)&vector_c_gpu_alloc,(vector_size+offset _c)*siz
eof(float)));

vector _a gpu=vector_a_gpu_alloc+offset_a;
vector b gpu=vector _b_gpu_alloc+offset b;
vector_c_gpu=vector_c_gpu_alloc+offset_c;

KakBo BNusiHME BbpXy NPOM3BOAMTEITHOCTTa O4YakBaTe Ja umar
HanpaBeHuTe npomeHn ? Mpu Fermi BuxaaTe nu pasnuka mexay
OTMEeCTBaHeTO Ha vector c cnpsAsMo OTMecTBaHeTo Ha vector _a un vector b ?



exercise04 b solution.cu

AppoTo e NnpeHanncaHo Taka, Ye Bcska HuLka obpaboTBa eauH
NPOABLITKUTENEH PETMOH OT PETMOHUTE HA KOUTO € pasgeneH BeKTopa
(ctbnkaTta e 1 BMecto blockDim.x*gridDim.x).

for(int i=my_start; i<my_end;i++)
{
c[i]=a[i]+bl[i];

Kak we ce oTpasu Ta3m npomsiHa Ha NpPeon3BognUTENTHOCTTa-
nosuLlaBaHe unu enowasaHe ? Konko ronama e 6bae pasnukarta B
npousBoguTeNHoCTTa ?



YnpaxHeHue 5 -andy3moHHO
ypaBHeHue B 1D

exercise05_solution.cu

3a n3uymcneHune Ha BCska To4Ka OT NofeTo ca HeobBXOANMM CTOMHOCTUTE Ha CbCEeQHUTE 1 TOUKW.

fit+1 = fit + a(fti-1 + f ti+1 - 2fit)
CPU vMmnnemeHTauus :

void DiffusionReference(float* dataln,float* dataOut,int size)

{

for(int i=0; i<size; i++)
dataOult[i] = 0.5f * dataln[i] + 0.25f * ( dataln[i-1] + dataln[i+1] );

}

OTbenexeTe, Ye Bcsika BXOAHA CTOMHOCT ce YeTe 3, HO ce o4yakBa KelumpaHe B L1
3apgava:

- [a ce moguduumpa agpoTo OT ynpaxHueHue 2 unm 3 kaTo ce UMNNeMeHTMpa BpeMeBa CTblKa Ha Audy3MoHHaTa cxema
Ha eAHOMepeH MacuB ( UM NPOCTO B3emeTe pelleHneTo oT exercise05_solution.cu

- lMpomeHeTe HacTpourkuTe 3a pamepute Ha grid n block 3a onTumanHa npou3BogUTENHOCT
- CpaBHeTe Npon3BOAMTENHOCTTA Ha TEKYLLIOTO YNpaXXHEHME N Ha ynpaxXHeHue 3.

OT1benexeTe, Ye BXOOAHUSA MacuB TpsibBa ga e No-ronsM ¢ eAnH eneMeHT B Ha4arnoTo U B kpasi — obLo 2 enemMeHTa noeeye ot
Opost Ha eneMeHTUTE KOUTO LWe ce n3dncnseaT. He 3abpassiite na nobaBnte 0oTMeCTBaHe KbAETO € HE0OX0aUMO.



YnpaxHeHue 6 — ckanapHo npoun3sBeaeHue,
U3Nnon3Bankn eguH OJIOK nameT

exercise06_a simple_solution.cu

MmnnemeHTaumnsa Ha CUDA nporpamMa, KOATo N34ncridBa CKasjiapHOTO npoun3seageHne Ha
ABa BEKTOpPAa, N3non3Banku eauH MynTunpouecop.

HOCﬂe,EI,OBaTeJ'IHOCT OT CTbIKW:
- CyMMpaHe Ha BCUYKN eJieMeHTn- eaHO HNLLIKOB npouec
- KOI'II/IpaHe Ha pa3ysitTata OT BCAKa HULLKa B crnojesieHaTta nameT
- Pe,u,yu,mpaHe Ha MHd)OpMaLlMFlTa B cnogesieHTa nameT 4o e4uH KpaeH pe3ynTtar
CPU umnnemeHTauus:
float ScalarProduct (float* a,float* b,int size)

{
double sum=0;
for( int 1i=0;i<size;i++)
{
sum += af[i] * b[i];
}

return sum;



YnpaxHeHue 7 — ckanapHo npousBeneHue,
U3rnon3Bankm MHOXeCcTBO ONnokKkoBe

exercise07_solution.cu

MogudpuumpaHa nporpama oT ynpaXHeHue 6 , Taka Ye ga u3nonasa
MHOXeCTBO 6510KoBe 3a n3yumcneHnusi. Cb3gageHo e oTaesnnHo a4po 3a
peaykuma(HamanaBaHe) Ha MeXOUHHUTE pe3ynTaTh Ha oTAenHuTe 6nokose
00 HamMMpaHe Ha KpanHna pesynTtaT, C KOETO ce ocurypsisa
MYNTUNPOLIECOPHA CUMHXPOHU3auUMs . B npunoxeHune ot peanHunsa ceat
(ocobeHo npu n3nonaesaHe Ha Fermi ) Ta3n cTparterusa pabotn gopmu 6e3
N3Mnosi3BaHe Ha crofesieHarta namer.



